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ABSTRACT
In this paper, we present the application of a clustering al-
gorithm to exploit lexical and syntactic relationships occur-
ring between natural language requirements. Our experi-
ments conducted on a real-world data set highlight a cor-
relation between clustering outliers, i.e., requirements that
are marked as “noisy” by the clustering algorithm, and re-
quirements presenting “flaws”. Those flaws may refer to an
incomplete explanation of the behavioral aspects, which the
requirement is supposed to provide. Furthermore, flaws may
also be caused by the usage of inconsistent terminology in
the requirement specification. We evaluate the ability of
our proposed algorithm to effectively discover such kind of
flawed requirements. Evaluation is performed by measuring
the accuracy of the algorithm in detecting a set of flaws in
our testing data set, which have been previously manually-
identified by a human assessor.

Categories and Subject Descriptors
D.2.1 [Software]: Software Engineering—Requirements/Spec-
ifications; H.3.3 [Information Systems]: Information Stor-
age and Retrieval—Clustering

General Terms
Algorithms, Design, Experimentation

Keywords
Requirement clustering, Flawed requirements discovery

1. INTRODUCTION
In a structured system development process, requirements

are the reference artifacts for supporting and driving any
phase of the whole process: from the design and implemen-
tation to the verification and validation. System require-
ments are usually expressed in natural language, since they
are meant to be used by role players having different back-
grounds and skills.
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In this work, we focus on low-level functional requirements
specifications. These requirements express the intended be-
havioral aspects of the system and they are typically used to
design and implement the final product. Usually, they are
formulated by means of short declarative sentences having
a limited vocabulary and a “repetitive” syntactic structure.

Our goal is to identify lexical and syntactic relationships
among functional requirements belonging to the same re-
quirements specification, thus to devise how such relation-
ships might be further exploited to support requirements
analysis and management.

In order to identify lexical and syntactic relationships, we
suggest to adopt a clustering-based approach, called WCC,
inspired by the work proposed by Lucchese et al. [11]. Here,
the authors investigate the effectiveness of clustering-based
techniques for discovering groups of task-related queries from
past streams of queries stored on Web search engine logs.

Our experiments reveal that remarkable information can
be extracted from clustering outliers. These are the require-
ments that cannot be grouped together by the WCC algo-
rithm, since they share few lexical or syntactic relationships
with other requirements. Indeed, we highlight an interesting
correlation between outliers and requirement “flaws”, which
are either related to incomplete explanation of desired fea-
tures or to the usage of inconsistent terminology.

We evaluate this correlation through an experimental pha-
se, where we measure the accuracy of WCC algorithm in
detecting a set of flawed requirements, which have been pre-
viously manually-identified by a human assessor.

The paper is structured as follows. In Section 2, we review
most relevant related work. Section 3 describes our proposed
clustering-based approach. In Section 4, we analyze and
evaluate the results provided by our clustering algorithm on
a real-world data set. Finally, Section 5 summarizes our
work and figures out possible future research directions.

2. RELATED WORK
Several studies have been conducted in the past to sup-

port the analysis of natural language requirements by lever-
aging statistical approaches borrowed from the information
retrieval and data mining domains.

The vast majority of such works aims at classifying system
requirements on the basis of their pairwise similarity in or-
der to ease their analysis and management. To this extent,
Palmer et al. [13] propose the Two-Tiered Clustering (TTC)
algorithm, in which requirements are grouped according to
their supposed functionality. Moreover, Ko et al. [9] classify
requirements by domain-related topic. Finally, in a more
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recent study, Casamayor et al. [4] present an iterative classi-
fication algorithm to discriminate among different categories
of non-functional requirements (e.g., Operational, Availabil-
ity, Performance, etc.).

While these previous works focus on partitioning a large
set of requirements into more manageable subsets, other
contributions are more concerned with the usage of typi-
cal information retrieval distance metrics to establish the
similarity among any two requirements. To this end, Park
et al. [14] use text similarity metrics to support the require-
ments analyst in finding inconsistencies between high-level
and low-level requirements. Analogous metrics are used by
Natt och Dag et al. [5] to deal with the identification of
conceptual links between newly-arrived and stored customer
requirements.

Among the works using statistical techniques, Hayes et
al. [7] present the only approach that exploits a clustering
algorithm to identify common high-level customer needs ex-
pressed in natural language. The results produced by the
clustering are used to identify traceability links among new
user needs and requirements specifications.

Besides the technology used and the research goals, our
method differs from previously cited works since it is strictly
focused on low-level funcional requirements. Other works
involve either customer-level requirements [9] [5] [7], high-
level functional requirements [13], non-functional ones [4],
or high-level to low-level requirements relationships [14].

Finally and most remarkably, to the best of our knowl-
edge, our work is the first one attempting to show how
a clustering-based approach may be suitable for detecting
flaws in requirements specifications.

3. REQUIREMENT CLUSTERING
Inspired by the work presented by Lucchese et al. [11],

here we propose a clustering-based approach for grouping
together similar requirements contained in a requirements
document.

The rationale of this choice is to identify lexical and syn-
tactic relationships among functional requirements belong-
ing to the same requirements specification, thus to devise
how such relationships might be further exploited to sup-
port requirements analysis and management. Accordingly,
we distinguish between two types of clustering, namely lex-
ical and syntactic clustering. The former approach aims at
grouping together requirements that are lexically related,
whereas the latter is able to cluster requirements having
similar syntactic structures.

In the following, we refer to text documents whose re-
quirements are expressed in natural language by using ei-
ther single-sentence or even a limited number of sentences,
as long as they may be manipulated to be treated as single-
sentence. More formally, the set of requirements in a doc-
ument D = {R1, R2, . . . , Rm}, is composed of small-to-me-
dium length natural language sentences.

As for any other clustering problem, most important cho-
ices involve the selection of a proper set of features to repre-
sent each requirement, which in turn are used for computing
a similarity metric that measures both the lexical related-
ness and the syntactic similarity between any pair of require-
ments. This metric is thus exploited during the clustering
step for producing the final sets of requirement clusters.

More formally, given the set of requirements in a docu-
ment, i.e., D = {R1, R2, . . . , Rm}, the final aim of require-

ment clustering is to obtain a partitioning of D, i.e., π(D),
into non-empty disjoint sets of clusters Ci that completely
cover D, namely π(D) = {C1, C2, . . . , Ck}1.
Moreover, we define O ⊆ π(D) the set of clustering outliers,
such that:

O = {Ri ∈ Cj : Cj ∈ π(D) ∧ |Cj | = 1}.

Intuitively, O is composed of requirements that are not sim-
ilar enough to any other, such that they cannot be grouped
by the clustering algorithm thus resulting in “noisy” items.

3.1 Feature Selection
For the sake of our purposes, namely identifying lexical

and syntactic relationships between requirements by means
of clustering, we provide different representations of each
Rj ∈ D on the basis of two distinct classes of feature spaces,
i.e., lexical-based and syntactic-based, which in the following
are described in more details.

3.1.1 Lexical-based
This feature selection criterion considers only the lexical

content of a requirement. To this end, the simplest repre-
sentation of a requirement Rj takes into account the set of
lexical terms which it is composed of.

In order to focus only on the relevant lexical aspects of
a requirement, it is recommended to remove from its rep-
resentation all those terms that are common in the lan-
guage, which the requirements are written in. These com-
mon terms, such as articles and pronouns, are known as
stop-words.

Furthermore, it is useful to reduce the remaining terms
to their morphological root (e.g., the terms “education” and
“educator” are both reduced to “educ”). This procedure is
called stemming.

More formally, let T = {t1, t2, . . . , tn} be the set of unique
terms in D, i.e., the vocabulary of terms. Therefore, Rj may

be represented as a subset of distinct terms, i.e., R̂j ⊆ T .
Let T ′ = T \S, where S is the set of stop-words. Moreover,

let M be the set morphological roots, and let φ : T → M
be the stemming function that maps each term into its mor-
phological root. Therefore, Rj may be represented as a set
of distinct morphological roots of those terms that are not
stop-words, i.e., R̃j = {φ(tj) | tj ∈ R̂j ∩ T ′}.

Consider, for example, the requirement R1 = “The system
shall allow students to login as users”. Its lexical represen-
tation is the set R̃1 = {system, allow, student, login, user}.

Other approaches [4] [5] describe each requirement Rj by
using the classical vector-space model, which keeps also track
of the multiplicity of terms. However, the vector-space rep-
resentation appears to be more suitable when text docu-
ments in the collection are composed of many terms. In our
case, each requirement, which is considered as a single text
document, contains few terms (i.e., about 10 terms per re-
quirement on average in our test collection). Therefore, we
decide to express each requirement according to the simpler
R̃j representation.

3.1.2 Syntactic-based
Often, the syntactic structure of the sentence phrased in

each requirement could reveal interesting patterns. Thus,
each term ti ∈ T is associated with a tag representing a

1It should be k � m in order for the partitioning to be effective.
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specific lexical category, i.e., part of speech (POS), which
expresses the “syntactic role” of that term within a certain
requirement Rj (e.g., adjective, noun, verb, modal verb, etc.).

Therefore, we are able to represent each requirement on a
syntactic-based feature space as follows.

Let POS(i, j) be the part of speech associated with the
term ti in Rj , and let index(i, j) be the absolute position
of ti within Rj . Overall, the requirement Rj may be repre-
sented as R∗j , that is:

R∗j =
⋃

ti∈Rj

(POS(i, j), index(i, j)).

Considering again the requirement R1, its syntactic repre-
sentation is R∗1 = {(determiner, 1), (noun, 2), (modal verb,
3), (verb, 4), (noun, 5), (to, 6), (verb, 7), (preposition, 8),
(noun, 9)}.

3.2 Similarity Metric
Devising an effective measure of similarity is a crucial as-

pect when addressing clustering problems. To this end, sev-
eral similarity metrics σ : D×D 7−→ [0, 1] may be proposed
on the basis of the selected feature space chosen for repre-
senting each requirement.

In the following, we propose two classes of similarity met-
rics derived from the corresponding requirement feature spaces
presented in Section 3.1.1 and 3.1.2, respectively.

3.2.1 Lexical-based Metrics
In essence, a requirements document is simply a set of nat-

ural language sentences. Therefore, typical string similarity
metrics can be used to establish the degree of relationship
between any pair of requirements [1].

Roughly, if we consider the lexical-based feature space de-
scribed in Section 3.1.1, an immediate way to compute the
text similarity between two requirements Ri, Rj is to con-
sider their corresponding term-set representations, i.e., R′i
and R′j , respectively. An interesting measure is given by
the Jaccard index, also known as Jaccard similarity metric,
which is defined as follows:

σlex
jac(Ri, Rj) =

|R′i ∩R′j |
|R′i ∪R′j |

. (1)

Somehow, this similarity metric measures the proportion of
terms that two text strings have in common and it assumes
that the greater is the number of shared terms the higher is
the chance of the two strings to be similar.

Another popular lexical-based similarity metric is the edit
distance, which simply counts the number of edit operations
required to transform one text string into another. There are
several different ways to define an edit distance, depending
on which edit operations are allowed, e.g., replace, delete,
insert, transpose, etc. In this work, we resort to use one
of the most common metric for measuring the edit distance
between two strings, namely the Levenshtein distance [10],
which we properly transform in a similarity metric normal-
ized between 0 and 1 (i.e., σlex

edit).
Finally, we consider another similarity metric, which is

obtained by a convex combination between σlex
jac and σlex

edit

as follows:

σlex
jac-edit(Ri, Rj) = α · σlex

jac(Ri, Rj) + β · σlex
edit(Ri, Rj). (2)

In our experiments, which are described later in Section 4,
we set α = β = 0.5. This choice equally balances the impact
of the two metrics, namely σlex

jac(Ri, Rj) and σlex
edit(Ri, Rj),

in the computation of the final measure.

3.2.2 Syntactic-based Metrics
The similarity between sentences in the syntactic-based

feature space can be computed by measuring the distance
between the syntax trees associated with the sentences, which
however is a computationally intensive task. Instead, we
propose a computationally-lighter similarity metric, which
exploits the simplicity and repetitiveness of requirement struc-
ture thus avoiding to build syntactic trees from the require-
ment sentences. Our measure uses the syntactic-based rep-
resentation of any two requirements, i.e., R∗i and R∗j , and
computes the Jaccard index between such two sets, simi-
larly to Def. 1:

σsyn
jac (Ri, Rj) =

|R∗i ∩R∗j |
|R∗i ∪R∗j |

. (3)

We recall that each item of any R∗i is actually a couple com-
posed of the POS of a certain term and its position within
the requirement. Therefore, the Jaccard metric measures
the proportion of common POS that occur in the same po-
sition within any two requirements. This assumes that the
greater is the number of shared items the higher is the chance
of the two requirements to be syntactically similar.

3.3 Clustering Algorithm
In this work, we propose a clustering algorithm, i.e., WCC,

which is inspired by the work presented by Lucchese et
al. [11]. In their original work, authors investigate the effec-
tiveness of clustering-based approaches for discovering groups
of task-related queries from past streams of queries stored
on Web search engine logs. Their final aim was to find sets
of similar yet interleaved queries that are submitted by users
for reaching specific search tasks (e.g., “trip scheduling”, “re-
trieving people contacts”, “getting a visa”, etc.).

We argue that there are some interesting commonalities
between surface representations of Web search queries and
requirements. Indeed, search queries are short sentences
with reduced vocabulary that are phrased by users to ex-
press their information needs. In the same way, functional
requirements are short natural language sentences used to
specify system goals and functions.

According to this observation, we initially conjecture that,
if the application of WCC on search queries could discover
task-related queries, the application of WCC on require-
ments for lexical clustering could identify functionally-related
requirements, thus producing clusters of requirements that
are related to the same function of the system-to-be.

The usage of WCC for syntactic clustering is introduced
in this work. Requirements appear generally more syntac-
tically structured than Web search queries, mostly because
they are usually formulated by knowledge domain experts
instead of common end users. Thus, we also exploit this
morphological information by means of syntactic clustering.

Our initial claim is that the WCC algorithm could pro-
duce clusters of requirements that follow a similar syntactic
pattern. The identification of syntactic patterns can be use-
ful during the development, e.g., to support the transforma-
tion of the requirements into formal languages [12].
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3.3.1 The WCC Algorithm
The WCC algorithm relies on building an undirected we-

ighted graph GD = (D,E,w), where the set D of require-
ments in a document corresponds to the nodes of the graph,
and E is the set of edges of the graph connecting pairs of
requirements Ri, Rj ∈ D. Roughly, there exists an edge be-
tween two requirements if and only if they are similar one
to each other. To this end, we adopt a weighting function
w : D × D 7−→ [0, 1] for measuring the similarity between
each pair of requirements. Therefore, the set of edges in the
graph is composed of all the pairs of nodes whose similarity
is greater than 0, i.e., E = {(Ri, Rj) ∈ D | w(Ri, Rj) > 0}.

The weighting function w may be easily computed either
in terms of the lexical-based or syntactic-based similarity
metric described in Sections 3.2.1 and 3.2.2, thereby result-
ing in a lexical and a syntactic clustering, respectively.

Therefore, WCC builds the complete graphGD = (D,E,w)
and performs the following two steps. First, it removes
all the edges e ∈ E whose weight is smaller than a given
threshold τ , i.e., w(e) < τ , thus obtaining a pruned graph
G′D. Then, it finds the connected components of G′D, which
identify the clusters of similar requirements that are finally
returned by the algorithm.

The computational cost of the WCC algorithm is dom-
inated by the construction of the graph GD. Indeed, the
similarity between any pair of edges must be computed thus
resulting in a number of similarity computations quadratic
in the number of requirements, i.e., O(m2). Besides, the
connected-components of a graph can be easily found by per-
forming either a breadth-first or a depth-first search, which is
both accomplished in a linear number of steps with respect
to the number of nodes in the graph, i.e., O(m). Thereby,
since the computation of all-pairs similarities can be done
offline, WCC is also able to deal with large-scale data sets.

Clearly, the overall quality of the clusters produced by
WCC is affected by the value chosen for the threshold τ .
The identification of an “optimal” threshold depends on the
data set which the algorithm runs on. Thus, a reasonable
value of τ may be discovered by iteratively executing WCC
using several thresholds.

Finally, the validity of clusters obtained by varying the
value of the threshold τ can be computed and compared by
means of typical measures of clustering quality [16]. In our
work, we resort to use the silhouette coefficient. The silhou-
ette coefficient si of a generic requirement Ri is computed as
follows. Let ai be the average distance computed between
Ri and any other requirement Rj in its cluster. Moreover,
let us compute the average distance between Ri and any
other requirement belonging to any other cluster not con-
taining Ri. Then, take the minimum of those values with
respect to all clusters and call it bi. Therefore, the silhouette
coefficient si is computed as:

si =
(bi − ai)

max(ai, bi)
.

This coefficient may vary between -1 and 1. Values closer to
1 indicates good clustering results, meaning that the clus-
tering algorithm is able to produce clusters that are both
cohesive (i.e., with high intra-cluster similarity) and sepa-
rated (i.e., with low inter-cluster similarity).

An overall measure of the clustering validity can be ob-
tained by computing the average silhouette coefficient of all
the requirements, which in the following is indicated with s.

4. CASE STUDY
We evaluate the effectiveness of the WCC algorithm on a

set of requirements for the development of an online training
system. This data set is provided by a company acting in the
military sector and it contains 275 single-sentence require-
ments. The vocabulary used for expressing the entire set of
requirements is composed of 424 distinct terms whereas the
average length of a requirement (i.e., the average number
of distinct terms for each requirement sentence) is about 10
terms.

4.1 Lexical Clustering
In order to perform lexical clustering, i.e., clustering of

requirements sharing lexical relationships, all the sentences
in the original data set are first pre-processed through the
three typical steps of any text retrieval task: (i) tokeniza-
tion, i.e., the extraction of terms from the sentences; (ii)
stop-words removal, i.e., the elimination of common English
words; (iii) stemming, i.e., the reduction of each term to
its morphological root, which, in our case, is performed by
using the Porter Stemmer algorithm [15].

For each lexical-based similarity metric, we iteratively run
our WCC clustering algorithm using several values of τ
ranging from 0 to 0.9, with an increasing step of 0.1. Re-
sults on the number of clusters produced at each iteration
are reported in Fig. 1.

The algorithm behaves similarly with the three metrics
adopted: the number of clusters increases until it reaches a
maximum value and then decreases towards zero.
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Figure 1: Number of clusters produced by lexical
clustering.

For each clustering run we evaluate a global measure of
its silhouette coefficient s, and we identify the best τ for
each similarity metric. Then, we compute the average clus-
ter length µ for the best set of clusters. These results are
reported in Table 1.

For each similarity metric, the silhouette coefficient reaches
its maximum when the number of clusters is maximum as
well. However, according to the results presented by Kauf-
man and Rousseeuw [8], the silhouette values obtained on
our data set highlight either a weak clustering structure (for
σlex
edit and σlex

jac-edit) or no significant structure at all for σlex
jac.

Furthermore, the number of outliers is rather high: it
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ranges from 42% of the total amount of requirements for
σlex
jac to 53% for σlex

edit.
We conduct the evaluation of clustering validity with the

support of a domain expert and we are able to conclude that
the sets of produced clusters could hardly aid the overall sys-
tem development process. Indeed, each cluster is composed
of requirements that are actually functionally related one to
each other, but we also observe that clusters are too small
to be linked to a single functional unit of the system-to-be.
Moreover, we claim that this weakness could be mostly due
to the absence of a semantic component in the selected space
of features, thereby in the adopted similarity metric.

Similarity Metric τ |C| |O| s µ

σlex
jac 0.5 26 116 0.24 6.12

σlex
edit 0.7 28 146 0.43 4.61

σlex
jac-edit 0.6 30 141 0.36 4.47

Table 1: Validity measures of lexical clustering.

4.2 Syntactic Clustering
In order to perform syntactic clustering, i.e., clustering of

requirements sharing syntactic relationships, sentences are
processed through a POS Tagger, which reduces each sen-
tence to an ordered list of POS tags. We use the NLTK2

built-in Classifier-based Tagger. Unlike lexical clustering,
no pre-processing step is required for syntactic clustering,
since every term and its position with respect to the other
words in the sentence are used by the the POS Tagger in
order to infer the lexical category of that term.

The WCC clustering algorithm is iteratively run on top
of our testing data set, according to the approach already
adopted for lexical clustering. In this case, we find that the
number of clusters increases and reaches its maximum when
τ = 0.9 (i.e., the maximum threshold value). Furthermore,
considering the results of Table 2 and still according to Kauf-
man and Rousseeuw [8], the best silhouette value s = 0.66
suggests a reasonable clustering structure.

Similarity Metric τ |C| |O| s µ

σsyn
jac 0.8 30 147 0.66 4.26

Table 2: Validity measures of syntactic clustering.

By evaluating the content of each single cluster from the
best set of produced clusters, we figure out that such clusters
contain requirements following the same syntactic pattern,
thereby confirming somehow our conjecture. However, ac-
cording to the domain expert, we conclude that there are
again too many outliers to profitably employ these results
in the system development process. This is mostly due to a
lack of flexibility in computing the similarity metric, which
currently requires that the same POS appears in the same
position for two sentences to be similar. In order to over-
come this issue, a similarity metric that is tolerant to POS
shift should be defined.

2
http://www.nltk.org/

4.3 Clustering Outliers
The evaluation of clustering quality, either lexical or syn-

tactic, in terms of typical unsupervised validity measures
(i.e., silhouette coefficient) allows us to argue that no actual
information could be extracted to aid the development and
the possible automatic manipulation of the requirements.
Nevertheless, by analyzing the outliers of the clustering pro-
cess, we are able to discover interesting correlations between
the outliers and typical requirement “flaws” related to in-
complete explanation of desired features and to the usage
of inconsistent terminology. We refer to the former kind of
flaws when information provided by the requirements is not
sufficient to develop a desired feature. Instead, we indicate
the latter when different terms are used to express the same
concept. This notion is analogous to the concept of lexi-
cal redundancy adopted by Boyd et al. [3]. However, the
cited work focuses solely on verbs, while in our case we are
concerned with term redundancy in general.

To understand the type of flaws detected from the set
of clustering outliers, let us consider the following example
extracted from our testing data set:

1. The system shall allow students to login as users

2. The system shall allow staff members to login as ad-
ministrators

3. The system shall allow staff members to upload train-
ing plans

4. The system shall allow students to select a training
plan

5. The system shall allow students to review the training
plan they selected

6. The system shall allow students to enroll in a course
belonging to their training plan

7. The system shall provide the capability to deliver edu-
cation/training products and materials to the students

8. The system shall allow staff members to upload the
exams texts

9. The system shall allow students to subscribe for the
exam of a course they are enrolled in

10. The system shall allow students to perform the exam
they subscribed for

11. Grades and adjustments shall be stored in a database

12. The system shall allow teachers to review the scores
obtained by the learners

The best lexical clustering for the example above is ob-
tained when τ = 0.3 and the application of a convex com-
bination of the Jaccard and Levenshtein similarity metrics
(i.e., σlex

jac-edit). There, two clusters are detected, i.e., C1 =

{1, 2, 3, 4, 5, 6} and C2 = {8, 9, 10}, as well as three outliers
O = {7, 11, 12}. Similar results are obtained with syntactic
clustering (τ = 0.4). Here, two clusters are produced, i.e.,
C1 = {1, 4, 5, 6, 9, 10, 12} and C2 = {2, 3, 8}, as well as two
outliers O = {7, 11}.

According to the opinion of the domain expert, require-
ments 7 and 11 actually express incomplete information. In-
deed, requirement 7 implicitly states that there is a process
for receiving training materials: who is providing such ma-
terial? Moreover, requirement 11 implicitly states that an
actor gives grades to the exams: who is this actor, the staff
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members or the system itself? Additional requirements to
specify this information could follow the pattern expressed
by requirements 3 and 8:

13. The system shall allow staff members to upload the
education/training products and materials

14. The system shall allow staff members to upload stu-
dent grades for the exams

Furthermore, requirement 12 uses inconsistent terminology,
and questions might be raised about the meaning of “teach-
ers”and“learners”(e.g., are teachers/staff members and stu-
dents/learners synonyms?). Also, it is worth noting that re-
quirement 12 is an outlier solely for lexical clustering, since
it follows a syntactic structure that is coherent with the one
showed by other requirements.

Finally, these results highlight that our clustering approach,
based on the WCC algorithm, could be an effective method
for automatically detecting flawed requirements, which in
the example above corresponds to the set of requirements
{7, 11, 12}. Indeed, this set is equivalent to the set O of the
outliers produced by the clustering, i.e., the set of require-
ments marked as “noisy” by the algorithm.

4.4 Evaluating Automatic Flaw Discovery
In order to verify the actual correlation between require-

ment flaws and clustering outliers, a human assessor checked
the original requirements and marked each one as “flawed”
or “not flawed”, according to the model of the example in
Section 4.3.

A requirement is marked as “flawed” when the human
assessor notices that the information provided by the re-
quirement is incomplete, thereby not sufficient to develop a
desired feature. In the same way, the human assessor clas-
sifies as “flawed” those requirements containing terms that
are inconsistent with respect to the vocabulary used in the
rest of the specification document.

From the original data set of 275 requirements, 85 of them
are marked as “flawed” (i.e., approximately 31% of the to-
tal). It is worth to remark that the human assessor is a
member of our research group who was not directly involved
in this work.

During the assessment step, no distinction is made be-
tween flaws related to the usage of inconsistent terminology
and flaws related to incompleteness, since it appears that
the former are always co-occurring with the latter. This
partitioning of the set of requirements might be considered
as a sort of ground-truth against which the WCC algorithm
may be tested. To this end, we resort to measure the de-
gree of correspondence between manually-annotated flawed
requirements of the ground-truth and the outliers automat-
ically discovered by our WCC algorithm.

The indexes adopted to evaluate such degree of correspon-
dence are: precision (p), recall (r), and F1 score (F1), which
are defined as follows.

LetM be the set of requirements that are manually marked
as flawed, and let O the set of outliers automatically identi-
fied by the clustering procedure, therefore we define:

p =
|M ∩O|
|O| r =

|M ∩O|
|M | F1 = 2 ∗ p ∗ r

p+ r
.

The precision p evaluates how many of the outliers found
by the clustering algorithm are actually marked as flawed
requirements in the ground-truth. Moreover, the recall r
counts how many of the requirements labeled as flawed in
the ground-truth are detected by the algorithm. Finally,
F1 is the harmonic mean of the two previous measures: it
basically evaluates the algorithm extent to detect only and
all the flawed requirements.

In order to have a more accurate evaluation of the results,
we also analyze the numbers of true positives (tp), false pos-
itives (fp), and false negatives (fn), defined as follows:

tp = |M ∩O| fp = |O| − tp fn = |M | − tp.

Here, tp is the number of actually flawed requirements de-
tected by the algorithm, fp is the number of requirements
wrongly identified as flawed by the algorithm, and fn is the
number of actually flawed requirements that are not discov-
ered by the algorithm.

Finally, in order to compare the performance of our WCC
algorithm to a baseline approach, we resort to use a ran-
dom predictor. This solution randomly marks requirements
as “flawed” with a probability that matches the ratio λ of
flawed requirements that have been manually identified by
human assessors. According to this solution, both precision
(p) and recall (r) evaluate to λ, which in our sample data set
is equal to 85/275 ≈ 0.31. For a more detailed description of
this baseline solution, please refer to the improved random
guessing model presented in [2].

4.4.1 Results
The WCC algorithm is evaluated using the similarity met-

rics presented in Section 3.2. Experiments are performed for
increasing values of the threshold τ , in order to select, for
each similarity metric, the value of τ such that F1 score is
maximum. Table 3 summarizes the results for the best τ of
each similarity measure.

Similarity Metric τ p r F1

σlex
jac 0.5 0.55 0.72 0.62

σlex
edit 0.7 0.48 0.79 0.60

σlex
jac-edit 0.6 0.50 0.79 0.61

σsyn
jac 0.8 0.46 0.76 0.58

σlex
max(F1)

∩ σsyn
max(F1)

- 0.58 0.66 0.62

σlex
max(F1)

∪ σsyn
max(F1)

- 0.45 0.82 0.58

Table 3: Best indexes obtained with different simi-
larity metrics.

It is worth noting that the WCC algorithm outperforms
the baseline random predictor solution both in terms of pre-
cision and recall, regardless of the similarity metric adopted.
Different conclusions can be drawn by looking at the results
provided by WCC when using different similarity metrics.

Lexical Clustering. The best F1 score for lexical clus-
tering is obtained using σlex

jac with τ = 0.5. We observe that

the outliers produced for σlex
jac when τ = 0.5 are a subset

of the outliers obtained using σlex
edit when τ = 0.7 (except

2 out of 116): the two similarity measures detect flawed
requirements of the same kind, but σlex

jac provides higher
precision. Also, we note that the lexical similarity metric

1048



that combines both the Jaccard and Levenshtein metrics,
i.e., σlex

jac-edit, does not show better performances than σlex
jac

alone. This result is actually reasonable, since the two mea-
sures show the best performance for different values of τ ,
i.e., 0.5 and 0.7, respectively.

In Fig. 2 the complete results obtained for σlex
jac are pre-

sented for increasing values of τ . It is worth to point out
that when τ becomes greater than 0.5, the number of false
positives increases considerably, while the number of true
positives remains basically the same. A similar behavior oc-
curs also for σlex

edit: after reaching the best threshold value,
the algorithm produces sparse clusters and a high number
of outliers, thereby its accuracy in detecting flawed require-
ments decreases.

False positives and false negatives are analyzed to devise
possible improvements for the approach. Two kinds of false
positives are identified: (i) requirements that share only a
single keyword with other requirements and express new, yet
complete, concepts; (ii) requirements that do not share any
term with other requirements, but express concepts that are
common in the application domain.

Moreover, there are also two types of false negatives, i.e.,
undetected flawed requirements: (i) requirements that intro-
duce unexplained concepts but use words that are common
in the requirement document and (ii) requirements that use
single unexplained or “vague” terms.

Both false positives and false negatives are related to the
information associated with single terms or keywords, or to
domain concepts. We argue that the performance of the
algorithm could therefore be improved by combining simi-
larity metrics that emphasize the role of single keywords, as
well as semantic and domain-related aspects.
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Figure 2: Performance evaluation of the WCC algo-
rithm in discovering flawed requirements.

Syntactic Clustering. Concerning syntactic clustering
and using σsyn

jac as similarity metric, WCC performs slightly
worse than in lexical clustering. We observe that, consider-
ing the true positive cases only, 87% of lexical outliers for
σlex
jac are also syntactic outliers. Thus, we can conjecture that

syntactic differences and term differences usually co-occur in
requirements flaws.

Furthermore, by analyzing the flawed requirements de-
tected solely through syntactic clustering, we find that this

approach allows to detect requirements that have been mark-
ed as flawed because they show an uncommon or complex
syntactic structure (e.g., long sentences, complex circumlo-
cutions), thus being liable to different interpretations. Tho-
ugh the amount of those kinds of requirements is not relevant
in our sample data set, we foresee that the approach could
be used to discover also such flaws.

Combined Analysis. In order to verify the relationships
between flawed requirements detected by lexical clustering
and those detected by syntactic clustering, we select the best
set of outliers and we provide their union and intersection,
which are showed in the last two lines of Table 3, respec-
tively. These combined sets are compared to the ground-
truth to assess possible variation of the evaluation indexes.

As one could expect, we find that the precision is maxi-
mum (58%) when combining the outliers through intersec-
tion, whereas recall is maximum (82%) when using the union
of those sets. These results can be useful while foreseeing
an application for requirements analysis that employs clus-
tering to detect requirement flaws: if the user is interested
in devising solely the requirements that are more probably
flawed, intersection between the outliers of lexical and syn-
tactic clustering should be used. Besides, if the user is in-
terested in detecting all the possible flaws, the union of the
outliers shall be employed. In this case, the user shall review
the results to manually discard the false positives.

By comparing results reported in Table 3 with the cluster
validity measures of Table 1 and Table 2, we note that the
maximum F1 score is obtained exactly when the silhouette
coefficient is maximum. Therefore, the silhouette coefficient
can be used as a proper indicator to select the set of clus-
ters that maximizes the F1 score thus providing the best
effectiveness in detecting flawed requirements.

5. CONCLUSIONS
In this work, we presented an approach for clustering func-

tional low-level requirements according to their lexical and
syntactic similarity. Our experiments showed an interest-
ing correlation between the clustering outliers and flawed
requirements related to incomplete explanation of desired
features, or to the usage of inconsistent terminology. We as-
sessed this correlation through an experimental phase, which
highlighted that our proposed clustering algorithm is able to
discover such kind of flaws.

Clearly, requirements might contain additional kinds of
flaws (e.g., long-winded requirements, ambiguous use of lan-
guage, vague terms), which have not been considered in this
work. Nevertheless, these flaws could be discovered by inte-
grating our approach with other models and techniques.

It is worth to point out that our approach is expected to be
efficient even when dealing with large sets of requirements.
Indeed, if the computation of all-pairs similarities between
requirements are performed offline, the running time of our
clustering algorithm is linear in the number of requirements.

However, the effectiveness of our approach could be im-
proved by reducing the number of false positive and false
negative cases. To address this issue, we plan to enhance the
similarity metrics adopted. Concerning the lexical similarity
metric, we claim that, in order to avoid misclassified require-
ments, the function shall emphasize the role of single key-
word in the requirements, as well as semantic and domain-
related aspects. To this end, we plan to explore latent se-
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mantic analysis and term frequency analysis approaches, as
well as exploiting external knowledge sources (e.g., Word-
Net3, Wiktionary4, Wikipedia5) for capturing the semantic
relatedness between requirement pairs.

With respect to the syntactic similarity metric, we foresee
to devise a more flexible function that is still able to capture
the syntactic relatedness without strictly relying on the POS
order.

Given the promising results of the preliminary experi-
ments presented, we plan to further assess the effective-
ness of the approach on larger sets of requirements, possibly
taken from different domains. Such an extensive evaluation
would minimize the threats to validity inherently related to
the adoption of a single and limited data set.

Finally, novel evaluation criteria should be introduced,
which are more meaningful than precision and recall in the
requirements engineering domain. These criteria should take
into account also the consequences of the requirements flaws
in terms of additional costs for a company, and therefore the
actual gain produced by detecting such flaws. To this end,
a more representative cost-benefit model, such as the one
presented by Fitzgerald et al. [6], is going to be devised.
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