
Challenges in Designing an Interest-based
Distributed Aggregation of Users in P2P Systems

Matteo Mordacchini∗, Patrizio Dazzi∗, Gabriele Tolomei∗†

Ranieri Baraglia∗, Fabrizio Silvestri∗ and Salvatore Orlando∗†
∗Istituto di Scienza e Tecnologie dell’Informazione “A. Faedo”, CNR, Pisa, Italy

†Department of Computer Science, University of Venice, Italy
Email: {name.surname}@isti.cnr.it

Abstract—Most users retrieve and access resources in
complex systems, like Distributed Virtual Environments
(DVE), or the Web by querying centralized search en-
gines. Such systems normally compute their answers by
estimating query-document similarities to rank the results,
but also global ranks of the result pages by exploiting the
hyperlink Web structure. User interests typically follow a
sort of clustering property: users interested in a topic in
the past are likely to be interested in these same topic
also in the future. It follows that search results considered
relevant by a user belonging to a group of homogeneous
users will likely also be of interest to other users from the
same group. In this paper, we propose the architecture of
a peer-to-peer system that exploits a collaborative search
mechanism, based on interest similarities among users. The
paper discusses the challenges associated with a system
in scenarios like DVEs and the Web and based on a
self-organized network of users, grouped according to the
interests detected by the queries they previously submitted
to search engines. The final aim is to enhance the quality
of both the results and the experience perceived by users.

I. INTRODUCTION

Accessing multimedia items in complex systems like
Distributed Virtual Environments (DVE) or the Web
usually requires search engines. A typical search engine
computes results on the basis of several different kinds
of information, derived both from the graph structure of
the item correlations (e.g. PageRank [1] for the Web) and
from statistical estimates of query-document similarities
(e.g. TF/IDF). Nevertheless, user profiles are rarely taken
into account to enhance the users’ search experience
although profile exploitation would provide accurate
results with respect to the user interests. As an example
consider the situation potentially occurring when there
exist results along several different domains for a certain
query, e.g., the request for the keyword “donkey” can

give results about an animal, a character from the Shrek
movies, a steam engine and even a bad poker player.
To be aware that the user submitting the query usually
accesses the system for looking at animals would help in
determining automatically the interest domain to which
her query likely belongs. It is worth to point out that
among groups of users of such systems, interests for
data typically follow the clustering property [2]–[5]: two
users who were interested in a set of topics in the past
very often will be interested to the same topics in the
future. As a consequence, it is likely that items searched
by users interested in one such topic will also interest
other users from that group in their future searches.

Grouping users with similar interests has already
been successfully exploited for greatly increasing the
chances to locate new data when using unreliable search
mechanisms such as flooding or random walks [4], [6],
[7]. As a preliminary step, user interests have to be
first identified before being compared each other. A
suitable source of information from which extract user
information needs and synthesize them to user interests
is certainly represented by the historical search data and
past behaviors. Several approaches have been proposed
for identifying user information needs from a stream of
queries submitted to a search engine [8]–[10]. In particu-
lar, query clustering aims at collecting “similar” queries
issued by a certain user, where “similar” generally refers
to queries that are topically-related and that deal with the
same information need [11]. Specific user interests can
be identified by analyzing the outcome of the query clus-
tering process. Therefore, the set of identified interests
associated with each user should be clustered again in
order to aggregate users with similar interests. Hence,
there are two distinct levels of clustering here: one for
grouping similar queries in order to identify a specific
user interest, and the other for collecting similar interests
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in order to build up communities of users with similar
interests.

In this paper, we propose the architecture of a rec-
ommender system relying on the idea of exploiting
collaboratively-built search mechanisms based on in-
terest clustering. Our goal is to construct a network
of peers (or users), grouped according to their shared
interests. Obviously, each peer can participate and belong
to several groups, for each of the main interest domains
it has been assigned to.

The system has peer-to-peer (P2P) and fully decen-
tralized structure. This choice has been driven by two
main considerations about the system goals. First of all,
such systems allow to propose a service without any
centralized authority (e.g., a single server that would
store all profiles and browsing histories of users) with
the service implemented through the collaboration of
the peers. Then, the system is expected to address the
problem, quite typical in search engine, to consider new
web contents as relevant ones. This problem is strictly
related to the structure- and statistical-based relevance
evaluation of documents performed by actual search
engines. Designing such a system poses several design
challenges. First, it is necessary to construct the interest-
based network, so that peers are effectively grouped with
other peers that share similar interest in their various
interest domains. This requires to construct and main-
tain a representation of these interests (user profiling),
to compare these profiles to determine their similarity
(similarity metrics) and finally to propose distributed
algorithms that cluster peers in interest-based groups
based on this metric (clustering algorithm).

The remaining of this paper is organized as follows.
First, Section II presents related work. Then, Section III
reviews the various issues coming by the system con-
struction and Section IV discusses what should be the
proper system architecture and the role of each of its
components. Section V presents in detail each compo-
nent. Section VI presents future work and concludes.

II. RELATED WORK

Many scientific works focused on the accesses to
distributed data in many different contexts. The most
relevant characteristics, at least in the context of our
vision, are: the clustering of the graph linking the users
with common interests and the correlation between past
and futures queries issued by users or by groups of users
that share similar interests. We first review the work
related to the detection and use of interest correlation
between users in large-scale systems. The presence of

communities amongst user interests and accesses in Web
search traces [3], peer-to-peer file sharing systems [4]
or RSS news feeds subscriptions [5] can be exhibited.
Moreover, there are several works that investigate how
clustering of expired search and past user behavior can
be exploited for grouping similar information needs [11].
Here, the key point is the metrics chosen for computing
the similarity score between historical data (i.e., between
issued queries).

Several similarity metrics have been proposed in liter-
ature. Most of them essentially belong to four broad cate-
gories: (i) content-based, (ii) feedback-based, (iii) result-
based, and (iv) hybrid. In the content-based approach
the similarity metrics between two queries is based on
the number of common shared terms they contain. Here
the similarity can be computed using different similar-
ity measures like cosine-similarity, Jaccard-similarity or
Dice-similarity [12]. The feedback approach is based on
the documents selected by users returned in response
to a query. The idea behind this approach is that two
queries are similar if they lead to the same selection of
documents by searchers [13]. In results-based approach,
documents returned in response to a query are used
to measure similarity between queries. Here, document
identifiers (e.g. URLs) as well as other metadata such as
the document title, snippet or even the entire document
are used [14]. Hybrid approaches combine some of the
above techniques and have shown to be globally more
effective [15].

The existence of a correlation of interests amongst a
group of users has been leveraged in several contexts for
designing various distributed systems. A sound approach
to increase recall and precision of the search, for peer-
to-peer file sharing systems that include file search
facilities, is to group users based on their past search
history or based on their current cache content [16]. The
small-world [17] aspects of the graph of shared interests,
linking users with similar profiles, can be exploited to
form groups of peers that will potentially be interested
in the same content in the future. It forms groups of
subscribers in a content-based publish-subscribe environ-
ment. The correlation among the users’ past and present
accesses has been exploited for results re-ranking: in
order to improve the personalization of search results, the
most probable expectations of users are determined ex-
ploiting their past search histories stored on a centralized
server [18]. Nevertheless, the correlation between users
with similar search histories is not leveraged to improve
the quality of result personalization, hence making the
approach sound only for users with sufficiently long



search histories.
An alternative class of clustering search engines use

semantical information in order to cluster results ac-
cording to the general domain they belong in (and
not as in our approach to cluster users based on their
interests). This can be seen as a centralized, server-side
and user-agnostic approach to the use of characteris-
tics of distributed accesses to improve user experience.
The clustering amongst data elements is derived from
their vocabulary. It presents the user with results along
different interest domains and can help her to disam-
biguate these results from a query that may cover several
domains. An example of such systems is EigenClus-
ter [19].Nonetheless, these systems simply modify the
presentation of results so that the user decides herself
in which domain the interesting results may fall. These
results are not in any way automatically tailored to her
expectations. They do not also consider the clustering of
interest amongst users, but only the clustering in content
amongst the data. The aspects related to the distribution
of the popularity information are of particular importance
in the peer-to-peer context, where the responsibility for
these elements has to be distributed amongst a large set
of nodes or servers. To achieve scalability, it is necessary
to balance the load evenly amongst nodes. This is usually
achieved by letting all peers interested in one element
serve that element at the cost of reducing availability of
unpopular resources, or in a more structured manner, to
map elements to one or several nodes [20]. An example
of replication or split of the responsibility for a group of
users is the publish/subscribe system SplitStream [21],
which is based on the Pastry [22] DHT.

III. CHALLENGES

As we already sketched in the Introduction, several
research challenges are associated with our system pro-
posal, this Section gives an idea of the main issues
that have to be addressed in order to make clear the
architectural choices we will describe in the next Section.

A. Construction of an interest-based network

Peers (e.g., peer pi and pj) are linked as they share
interests for the same kind of content (or, more pre-
cisely, they issued very similar queries in the past and
therefore are considered to have a high probability to
have common interests). Users are grouped by the means
of a clustering protocol. One-to-one relationship are
established on the basis of the similarities among the
queries issued to search engines. Peers are grouped in
collectively-known and maintained interest groups, the

communities. Note that a peer is not part of one single
group but can participate in as many groups as it requires
to cover its interests.

The task of creating such a network requires to create
profiles of users that represent their interests, and to find
a way to measure the similarity between user profiles.

B. Construction of a user profile

User interests ideally represent the comprehensive set
of thematic areas that are (most often) covered by the
documents or items the user is accessing or is likely to
access. The automated detection of interests domain is
not easy, indeed, as typically user interests are dynamic
and time-dependent. Moreover, due to the fact users have
different interests, users can, in their daily conducted
searching activity, access to the system resources that
are very different in content and heterogeneous in type.
As a consequence, it makes the user behavior analysis
for interests detection even more complex.

Moreover, in order to achieve a sufficient scalability,
user profiles have to be small and lightweight to allow
a fast transmission and computation. This calls for the
use of space-constrained representation. Time issues also
have to be taken into account for the profiles: how much
time, or how many elements, are to be kept in one profile,
are particularly sensitive settings.

C. Definition of a similarity metric

The choice of a suitable similarity metrics for compar-
ing together user profiles is the basis for creating clusters
of users. Moreover, the chosen similarity metrics should
also work properly for comparing a certain user profile
with the signature of a community. That is particularly
useful because communities’ signatures change from
time to time due to the dynamic behaviors of peers,
which possibly join and leave the network frequently.
Thus, similarity between a user profile and the signature
of the community which it belongs to might be computed
instead of comparing the similarity scores between each
user profiles in the community pairwise. Anyway, that re-
quirement is not so hard to satisfy since both user profiles
and communities’ signatures are basically represented in
the same way. Hence, the same similarity function can
be used for both scopes. Anyway, the similarity metrics
should take care of the way in which user profiles and
communities’ signatures are represented.

IV. PROPOSED ARCHITECTURE

Based on the challenges presented in the previous
Section, we sketch here the distributed system architec-
ture that we propose for addressing the challenges we
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Fig. 1. Two-tier architecture and relationships between the unstruc-
tured layer and the structured-indexing layer using super-peers.

described in the previous Section. An overview of the
architecture is given by Figure 1.

We consider the following setting: a large number of
regular peers are simply accessing the network resources
and issuing the queries, and some peers that dedicate
some of their processing and network capacities to the
correct functioning of the network, that we denote super
peers. Regular peers are unreliable, not trustable and can
leave or join the network at any time. Super peers are
more reliable, and tend to leave the system gracefully.
In their majority they are considered to be well-behaving
and trustable. In order to guarantee an acceptable level of
system performance, as the number of the regular peers
grow, the number of super peers is expected to grow
accordingly.

In our envisioned scenario, we face the problem of
dealing with two types of information. The first level of
information is related with a global level the identifiers
and the signatures of existing communities, i.e.,the more
relevant queries that distinguish the groups members.
This data is used to ease all the global operation related
with communities, e.g. retrieving the signature of an
existing community. The other level of information that
is kept in the system is the local data associated with
every user. This data is exploited by users to join
to the network and find other group of peers sharing
similar interests. It is stored locally in each peer and
only what the users allow to use is shared and used to
compute similarities and contribute to the computation
of community signatures.

In order to reflect these different needs, the overall
network architecture of the system is composed of two
different layers. One layer is the structured layer, com-
posed by the super peers. Due to their stability, they
constitute the layer upon which global operations are
possible. The name of this layer derives directly from

the usage of structured indices (i.e. DHT), in order
to have an easy deterministic global store and retrieve
operations. These information are critical to allow fast
and fair community join.

The second layer is the unstructured one. It is com-
posed by volatile and unreliable peers. These peers
are attached to the system users. They usually have a
high churn rate, since they constantly and unpredictably
connect and disconnect to the network. Due to their
nature, they are better organized using a self-structured
network, i.e., not trying to implement a globally coherent
routing substrate amongst them. Indeed, those networks
are more suitable to deal with less reliable peers since
they can be more easily maintained. We are interested
in forming community of users based on their respective
profiles. Performing such a task using only a index-
based substrate (i.e. the structured layer) will involve
a very high degree of requests and update activities
for this layer. Network organizations based on a self-
emerging paradigm have proven are more suitable for
the creation of spontaneous communities. Hence, the
unstructured layer is based on a gossip-style management
system. Gossip-based solutions for membership manage-
ment have proved to be very efficient [23], [24]. This
communication and information dissemination style is
used by volatile peers to start building the “core” of a
community that can be later used to build a stable com-
munity, whose data can then be stored in the structured
layer. This will allow peers joining the system later on
to speed-up their search for suitable communities.

V. SYSTEM COMPONENTS

A. Profile Creation

A specific profile can be associated with each peer
on the basis of user interests, which can be inferred
by analyzing historical search data (i.e., past issued
queries). The idea is grouping different queries that lead
to similar information to identify a set of several search
goals, which might represent different user interests.
Query clustering is the typical and recently introduced
approach for accomplishing that task. As for any other
clustering problem, research has to be focused mainly on
two aspects: similarity metrics and clustering algorithm.
In fact, the key point underlying query clustering is
to determine a suitable similarity metrics so that truly
similar queries can be grouped together using a clus-
tering algorithm. Several solutions have already been
proposed, most of them derive from traditional docu-
ment clustering in information retrieval domain [12],
while others exploit cross-reference between queries



and user activities (i.e., relevance feedback) [25], [26].
Recently, hybrid solutions that combine both content-
and feedback-based approaches have shown to be more
effective [15]. Moreover, inter-query temporal interval
must be taken into account especially when dealing with
long-term historical data. As an example, consider 3
queries qi, qj , and qk that are strictly similar both from
a content- and a feedback-based point of view, if qi

and qj are temporarily near (short inter-query temporal
interval), and qk have been issued a long time after,
then the similarity function should output different scores
when computing the pairwise similarity between those
queries.

Hence, a peer profile p can be described by the set
of identified query clusters, where each query cluster
will represent a particular user interest, so that p =
{qc1, qc2, . . . qcm}. In order to obtain a compact profile
representation, it is fundamental to elect cluster repre-
sentatives. A cluster representative could be obtained in
different ways: a simple approach is to retrieve the top k
most frequent terms from all the terms contained in all
the queries belonging to the cluster. Another approach
can deal with the chosen clustering algorithm: as an ex-
ample, using a K-means-like algorithm the representative
could coincide with the cluster centroid. Anyway, each
peer profile could be represented as the set of its query
clusters representatives, hence p = {r1, r2, . . . , rm},
where ri is the representative of the query cluster qci.

B. Profile Similarity

According to the previous section, user interests can
be obtained by clustering past issued queries. For each
peer, the resulting set of query clusters represents the
peer profile. As a second step, we have to pay attention to
the mechanism for determining the relationships between
peers according to the similarity between their profiles.
Roughly speaking, we are interested in grouping together
different peers with similar profiles, namely peers that
share similar user interests. In this way, several com-
munities of peers can be created according to specific
topics.

Again, this could be modeled as a typical clustering
problem in which similar profiles are grouped together
into the same clusters. Hence, choosing a proper function
for computing profile similarity is, again, a key point.
Consider the profile pi = {ri1, ri2, . . . rim} associated
with the peer i. In order to enable the join to commu-
nities, a list of already existing communities containing
similar cluster representatives has to be returned. Those
communities are suitable candidates which the peer i

might ask to join to. In order to retrieve that list of
communities, the similarity function has to be used as
follows. Let consider a query cluster representative rj ∈
pi, and let Tj = {tj1, tj2, . . . , tjl} be the set of terms
by which the query rj is composed. For each term tjk
a list of existing communities whose signatures contain
that term is returned, exploiting the global knowledge
managed by the super peers. Once this step has been
completed, there will be a list of candidates communities
for each term of rj . Then, several mechanisms can
be applied for extracting the most valuable community
among those of all lists: a simple approach consists of
taking into account the community that appears in most
lists. This process can be repeated for each rj ∈ pi,
so that at the end there will be a list of candidate
communities, one for each query cluster representative.
Following that approach, the similarity function is clearly
term-based because it basically computes similarity score
between query terms. Moreover, another issue concerns
with the collaborative aspect of how communities are
created: both local knowledge kept into simple peer
profiles and global knowledge managed by super peers
contribute to build-up communities of peers.

C. Community Creation

As soon as each peer is able to compute its interest-
based distance to any other peer, based on both its profile
and that peer’s profile, and based on information about
the popularity of elements that compose the profiles
(either directly or indirectly), its objective is to group
with other peers that have close-by interests, in order to
form the basis for interests communities. This process is
done in a self-organizing and completely decentralized
manner. Each peer knows a set of other peers, called its
interest neighbors, and tries periodically to choose new
such neighbors that are closer to its interest than the
previous ones. This is simply done by learning about
new peers from some other peer or from a bootstrap
mechanism, then retrieving their profile, and finally
choosing the C nearest neighbors in the union of present
and potential neighbors.

The bootstrap mechanism lies on the structured net-
work. A peer p that joins the network can ask to the
structured layer to send it links to peers belonging to
the most similar communities available in the network.
The similarity is computed between p’s profile and the
communities signatures. The structured layer selects the
most suitable candidate communities, sends their IDs
and the computed similarity to p, which, in turn, select
the best and proper communities to join, on the basis



of thresholds on the similarity score. For the selected
communities, the structured layer retrieves some contact
peers inside each community and puts p in contact with
those. The join process can then continue using the
volatile network. Indeed, the selected peers send to p
other links from their neighbor list, that lie inside the
chosen community. The process stops once p reaches
the desired number of neighbors for all the communities
it has joined, and the gossip exchanges of neighborhoods
information helps with maintaining a high quality of
peers neighborhoods thereafter.

When a peer enters the network, it is put in contact
with one or more peers already taking part in the interest-
proximity network. They use the profile similarity func-
tion to compute how similar they are. Since the intent
of this mechanism is to form interest-based groups of
peers, similarities are computed for each query cluster
separately, using their respective representatives to do
comparisons. Moreover, the peers contacted by p use the
same similarity function to determine which are, among
their neighbors, the most similar to p and route the join
request of p toward them. All the peers that receive
that request will react using the same protocol described
above. This mechanism will lead p to learn the existence
of the its most similar nodes in the network and allow it
to connect with them. In doing this process, the involved
peers can only use global term popularity statistics to
compare their respective query cluster profiles. At the
end of the process, p will have, for each of its query
cluster, a list of neighboring or similar peers.

Since p is not yet part of any community, it can
try to create new ones, starting from its neighbors’
groups. Groups represents the seeds of new possible
communities. If the cardinality of the group neighbor-
hood exceeds a given threshold, p can start a new
community creation election process. Using the public
profiles of its neighbors, it constructs the signature of
the new potential community. Then, it asks its neighbors
whether or not they want to join the new community.
In the case votes for the adhesions are over a given
threshold, the new community can be built. p can request
a new identifier to the structured network, spreads it
among the other community members and then sends the
signature to the structured layer. This layer will then keep
the information about the signature and the frequencies
associated with the signature’s terms.

Related with the communities maintenance processes
are also the split and fusion processes. The split process
happens when a community has grown too big. This
kind of evaluation is performed locally, at the interest-

proximity layer level. The initiative can be taken by
any peer of the community that, by simply checking its
neighbors table, discovers that it has too high a number
of neighbors for that community. It can then decide to
initiate a split.

The split proceeds as follows. The first step consists
in computing the similarity with the other community
members and take the first C (with C large enough)
of them as the possible candidates for building the
new community. Then, it computes the signature of
the new community and sends it to the new potential
members asking them to cast votes for the community
creation. If the number of adhesions is sufficient, the new
community can be created, by communicating it to the
structured layer. As a consequence, the signature of the
old community has to change. This operation could be
done by the structured layer. Updates of local routing
tables can be done through the interest-proximity layer,
via messages propagated by the community members to
their old neighbors. In principle, a node can take part to
both the old and the new communities. The split simply
give more “specialization” to the neighbors, by better
focusing their interests and, thus, the relationship among
them.

The opposite operation of a split is a fusion or merge
operation. In this case, a peer may observe that the
number of neighbors, over some period of time for a
given community have fallen under a given threshold.
Hence, it may start a merge process. It works in a similar
way as the join process done by a single peer. The
difference, in this case, is that instead of using the peer
profile, the community signature is used. Once the most
similar other community is found, the new signature is
computed and an election request to the peers of both
communities is sent. In case the two communities decide
to merge, a request for a new community identifier is
sent to the structured network that register also the new
community signature.

D. Community Signature

The signature of a community represents the cu-
mulative (related with the neighborhood clustering for
dealing with heterogeneity) profile of the set of peer that
have joined that community. Like for query clusters in
a single-peer’s profile, the community signature is the
representative of the group of peers that take part in the
community. For each peer, a community is related with
a specific query cluster. A community signature can be
built using the most frequent terms of each associated
cluster representative of the community members.



A community signature is maintained by the structured
layer. It stores the community identifier and associates
to it the information about the community cluster rep-
resentatives. This information consists in the terms of
the queries in the structured network, since other stable
peers are in charge maintaining up-to-date data about
terms frequencies.

Every time a peer joins or leaves a community, it
may introduce changes to the community signature. For
this purpose, every given amount of time T, members
of a community have to start a renewal process of
the community signature. The signature has to be re-
computed using the new data and, when done, peers
check whether they still belong to that community or
not. In case they do not, they start searching new suitable
communities, using the unstructured layer.

VI. CONCLUSIONS AND FUTURE WORK

This paper is focused on addressing the problem of
clustering the queries submitted to search engines by
users of complex systems like DVE or the Web in a
purely decentralized way. The surrounding idea is to
exploit the similarities among queries for enabling the
automated creation of communities composed of users
sharing common interests. In this paper we presented
the overall architecture of a peer-to-peer system ex-
ploiting collaboratively-built search mechanisms. The
architecture is based on two different network layers:
the indexing layer and the interest-proximity layer. The
first one represent a set of “institutional”, reliable and
trusted peers,potentially provided by ISPs that are not
expected to churn. The second layer consists of churn-
prone unreliable and untrusted peers connected one each
other according to interest-based communities of users.

We have discussed in this paper the main challenges
faced in designing the architecture of our collaborative
search system. These issues include the creation of
user profiles (intended as a structured set of queries
frequently submitted by users together with the clicked
document for each query) and their maintenance and
the similarity metrics for computing how close users
are in terms on interests. We presented our main vision
and proposed a set of solutions for each challenge. Yet,
much work remains to be performed, both from a design
and implementation point of view, toward our vision
of a peer-to-peer system maintaining user clusters in a
scalable, precise, secure, and privacy-preserving manner.
Besides the actual implementation of the system, we are
currently validating our algorithms using real-world Web
browsing data.
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